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SUMMARY  

Today’s Tech world offers many new technologies and methods to offer services to a client. 
Everything from DevOp automation to container based application environments and services. 
Although these technologies are revolutionizing the way technology is assisting business and users 
in the world we often find that these technologies do not feature very well in the Media and 
Entertainment realm or at the very least are lagging behind in solution sets for M&E.  

At Rocket Science we pride ourselves in being on the bleeding edge of technology and 
methodologies as well as being able to translate these offerings to meet the requirements for the 
modern M&E environment. Be it a traditional Post Production house or a big demanding broadcaster 
we believe there is always a way to deliver these new solutions to address old problems before 
anyone else in M&E. We have an extensive team of highly skilled individuals and allocate time and 
resources to developing these solutions in our technical lab in Johannes- burg.  

The solution topic I would like to address on this white paper is using Hyper-convergence 
technologies to offer a complete end to end solution for today’s demanding Post environment or 
Broadcast facility. 
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OVERVIEW  

Rocket Science has architected a complete solution which offers not only a complete end-to-end 
production workflow but a fully centralised collaborative platform for editing/processing and 
broadcast.  

With the use and adaptation of a Hyperconverged topology we are able to deliver an adaptive 
scalable solution in the space of 12U in a rack. To understand the offering we need to first look at 
what Hyperconvergence offers us and how we can use it in the typical Media Workflow.  

So, What is Hyperconvergence ?  

Hyperconvergence is the pursuit of infrastructure that is flexible and simpler to manage. A 
centralized approach to “tidying up” data center infrastructure, or simply put; a Data center in a box.  

Earlier attempts include integrated systems and fabric infrastructure, and they usually involve SANs, 
blade servers and a lot of money upfront.  

Converged infrastructure has similar aims but in most cases seeks to collapse compute, storage, 
and networking into a single system and to provide a unified management layer. Hyperconverged 
infrastructure seeks to do the same but adds more value by throwing in software-defined storage 
and doesn’t place much emphasis on networking.  

So effectively we have one highly-redundant box to rule them all...  

In Hyperconvergence we have every layer of the technical stack addressed by software, we are able 
to address compute, networking, storage and management all through a single interface. This means 
that we can adapt this topology to address the multiple layers of a Media rich workflow. Instead of 
having multiple racks of storage, servers, net- working components and archiving (LTO), we can 
offer a single system which will be able to cater for all of this.  

From a hardware level we are normally looking at a single 12U chassis which is able to take a 
number of nodes for processing or storage, depending on the requirement of the workflow. In 
addition to this we have a complex back plane which can offer breakout networking or fibre 
depending on the requirement. Every component of the system is fully redundant which is often 
expensive to match in the traditional single server topology. 
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Let’s Compute  

With a Hyperconvergence system we are able to build virtual servers to meet the de- mands needed 
for the traditional Media asset management system, transcoders, file based QC and project 
management tools. In addition to being able to quickly provision these machines we are able to offer 
snap-shot technologies to ensure uptime of these critical workflow appliances, and utilize additional 
key technologies to automate the provisioning of these virtual machines. Imagine having the 
requirement for more transcoding power in your environment but instead of purchasing hardware, 
we can simply execute a script to automate the creation of a template based transcoder and 
automate adding it to your transcoding grid, or being able to switch off a project management 
system/ Channel software and return it to a virgin state once a production/ Channel has ended. This 
means you can be flexible with your license fees or offer a more “Pay-per use” friendly model.  

In regard to the higher processing requirements or GPU based requirements that we of- ten find in a 
transcoding workflow. We are able to virtualize K10 and K20 nVidia GPU’s and if you need even 
more power we are able to allocate physical K80 nVidia GPU’s to individual processing blades.  

Let’s Connect  

With networking being software defined we are no longer in the game of stream counts and network 
performance checks, we are able to utilize faster protocols such as InfiniBand to offer 56GB.s 
throughput between systems and resources. From a hardware layer we are still able to interconnect 
the Hyperconverged system to the corporate network utilizing 1Gbit/10Gbit/40Gbit and 100Gbit 
network backbones. This means that we are able to provision systems faster and allow them to 
communicate and process faster, and if you have a requirement to connect to an external hardware 
based network we can still accommodate for it. No longer are we required to mix switching 
technologies and vendors such as low latency Arista switches and Cisco core or leaf switches. All 
switching is virtual and running via the internal backplane.  

Let’s Store  

Storage is often another big commitment in the Media 
workflow, and often customers get caught in the same 
cycle or trap which, becomes expensive and doesn't allow 
for growth able to meet performance and size 
requirements.  
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The Trap:  

 

Typically your average Media workflow looks like the following:  
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In an ideal world the workflow uses multi-tiered storage and an archive in the form of an LTO to 
accomplish an end to end recycling method of working. This is where assets are used for storage 
platforms which offer them the required throughput or size before the asset is intelligently catalogued 
on a MAM and moved to a less expensive medium such as LTO. Although this is globally recognised 
as a very good way to work with media it is of- ten a very complex and difficult workflow to achieve 
with multiple vendors and the level of integration required. Unless you are adopting a solution like 
Quantum’s Xcellis Work- flow Director and storage which offers all of this functionality, you are going 
to be struggling to maintain systems as they are updated and changed over the next couple of years.  

This is where the Hyperconvergence model really starts to make a difference, as not only can we 
offer scalable storage which, can offer performance and growth, we are able to provision specific 
storage and mix different technologies to meet the requirement. We are able to allocate NVME based 
storage for example for the heavy random IO pattern we find in transcoding tasks or metadata 
databases on MAM systems. We can allocate and grow SAS based storage for better sequential 
requirements for play out or edit and lastly we can offer big disks with an Object based file system to 
offer an archive function. No longer will we need LTO tapes or worry about LTO formats changing 
and having to re- store and re-archive data based on new formats.  

It is important to note that although we are talking about visualised storage we are also able to 
connect to pre-existing storage systems, with either traditional NAS, Fibre SAN or InfiniBand. This 
means if you have a pre-existing Quantum environment or EMC/DDN etc you can scale out your 
Hyperconverged system to these existing systems. Nothing is wasted. 
 
Concept Diagram: 
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Growth and Scalability  

Often in the ever changing world of Media we find ourselves constantly expanding to more and more 
equipment as the projects roll in. This means that we end up with com- plex multi-rack 
environments. The Hyperconverged system will eventually hit a limit on a single chassis however 
these limits are quite high for most of us.  

A system fully populated is able to offer a capacity for 100 – 4800 virtual machines, 192 physical 
CPU’s per chassis and 36TB of physical memory, 460 TB of SSD storage or 345TB of SAS storage. 
Outside of this we are able to scale out to external storage or networking. You can also expand by 
adding additional converged chassis.  

Sphere Topology/Shared resources  

Up until now, we have been discussing what a single system would look like in an environment, 
however we are able to have multiple systems for a disaster recovery site or for a multi-branch 
organisation. All resources are seen via the single management interface, and this allows us to move 
virtual workflow appliances between organisational regions.  

If you required more transcoding in a geographic location you would simply be able to migrate the 
system and required resources instead of having to purchase a physical ma- chine, ship it and 
organise a technical team to deploy.  

Build once, deploy many times...  
 
 
 
 
By: Nuno Martins 
Solutions Architect and M&E Consultant  
 

 

Products discussed/used:  

www.quantum.com   - Workflow Director/ Stornext 6 
www.elements.tv   - Avid Translation Device 
www.arista.com  - Low Latency networking 
www.redhat.com  - Red Hat Ansible/ Red Hat Enterprise Server 
www.rocketscience.co.za  - Solution Providers and generally nice guys  

 

 


